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The problem

LS: problem and solution approach

Given A ∈ Rm×n of full rank k = n and b ∈ Rm

find x ∈ Rn that minimises ∥b −Ax∥2.

Theorem
x ∈ Rn solves this least squares (LS) problem ⇐⇒ x satisfies the n × n

normal equations
Cx = AT b, C = AT A

full rank ⇒ C is symmetric and positive definite (SPD)
Solution can be expressed via SVD
But: not suitable in case of large A
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Large LS

LS problem: an equivalent formulation

The normal equations are equivalent to the system of linear equations
AT r = 0, and r = b −Ax.

Expressed as the (m + n) × (m + n) augmented system

K (z
x
) = (b

c
) with K = ( I A

AT 0
) , z = r, c = 0.
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Large LS

LS problem: we have two algorithmic directions

SPD system
AT Ax = AT b

Normal matrix AT A is non singular if and only if rank(A) = n.

Symmetric indefinite system

K (z
x
) = (b

c
) with K = ( I A

AT 0
) ,

The matrix K is non singular if and only if rank(A) = n.
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Large LS

LS problem: two algorithmic directions

Forming AT A (although formally SPD ) squares the (matrix!)

condition number .
Solving the augmented system with K may be problematic as well:

indefiniteness, harder to factorize
Moreover, rank deficiency should be expected (in frequent contrast to
linear systems).
Consequently: solving modified (regularized) problems
Additional traps not discussed here: noisy b, sensitivity also
determined by b, etc.
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Large LS

Least squares: two regularized directions: I.

1. SPD (Cholesky) factorization of AT A

min
x∈Rn
(∥b −Ax∥22 + γ2 ∥x∥22),

If γ > σmin(A), we have

κ(AT A + γ2I) ≈ (∥A∥2/γ)2

Not a big progress, since γ should be kept small.

7 / 77



Large LS

Least squares: two regularized directions: I.

1. SPD (Cholesky) factorization of AT A

min
x∈Rn
(∥b −Ax∥22 + γ2 ∥x∥22),

If γ > σmin(A), we have

κ(AT A + γ2I) ≈ (∥A∥2/γ)2

Not a big progress, since γ should be kept small.

7 / 77



Large LS

Least squares: our two regularized directions: II.

2. Symmetric indefinite factorizations of K

Equivalent to

min
x∈Rn
∥(b

0
) − ( A

γ I
)x∥

2
.

This leads to

( I A

AT −γ2I
)(r

x
) = (b

0
) or Kγ (

s

x
) = (b

0
) , Kγ = (

γI A

AT −γI
) , r = γs.

If γ > σmin(A), we have κ(Kγ) ≈ ∥A∥2/γ.

Seems to be better, but indefiniteness.
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Large LS

Least squares: what should we choose

Sophisticated algorithms often have to relax because of parallelism,
low precision, available memory etc.
Then iterative accelerators needed

▸ Cholesky LLT ≈ AT A typically accelerated by CG (The
conjugate gradient method)

▸ LDLT ≈K may be accelerated by MINRES if LDLT is
transformed into SPD. Or a nonsymmetric accelerator (like
GMRES) has to be used

Different applications may need different solvers: the reason to
consider more approaches.
And solution approaches may strongly profit from sparsity of A
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Large LS

Least squares: sparse matrices: like this

A is a sparse matrix if many of its entries are zero.

0 5 10 15 20 25 30 35 40 45

0

5

10
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25

30

35

40

45

nz = 400

The sparsity pattern: S{A} = {(i, j) ∣ aij ≠ 0, 1 ≤ i, j ≤ n}.
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Large LS

Least squares: formalizing sparsity

Attempts to formalize the sparsity more precisely like:

Definition
Matrix A ∈ Rm×n is said to be sparse if its count of nonzero entries
(nz(A)) is O(min{m, n}).

Definition
(pragmatic, application-based definition: J.H. Wilkinson) Matrix A ∈ Rm×n

is said to be sparse if the fact that a part of its entries is equal to zero can
be (algorithmically) exploited.
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Large LS

Case I: SPD matrix and sparsity
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Yes, SPD factorization fills.
We have efficient theory and practice of sparse Cholesky factorization:
reordering / symbolic factorization / numeric factorization
A problem: we have to factorize C = AT A and not A
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Large LS

Case I: SPD matrix and sparsity

Factorizing C = AT A
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This looks horribly
But, not all problems are like this.
Note that LS problems can arise from very different applications.
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Large LS

Case II: symmetric indefinite matrix K and sparsity

Factorizing permuted K
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Who knows what is better ...
Let us have a look at other accompanying matrix features
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Large LS: sparsity in our two standard approaches: I.

Case I: SPD matrix and sparsity: column replication

⎛
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎝

1 2 3 4 5 6 7 8
1 ∗ ∗ ∗ ∗ ∗

2 ∗ ∗ ∗ ∗ ∗

3 ∗ ∗

4 ∗

5 ∗ ∗

6 ∗ ∗

7 ∗ ∗ ∗

8 ∗ ∗ ∗

⎞
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎠

Nonzero entries of the lower triangular part
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⎛
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎝

1 2 3 4 5 6 7 8
1 ∗ ∗ ∗ ∗ ∗

2 ∗ ∗ ∗ f f ∗ ∗

3 ∗ ∗

4 ∗

5 ∗ f ∗

6 ∗ f ∗

7 ∗ ∗ ∗

8 ∗ ∗ ∗

⎞
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎠
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7 ∗ ∗ f ∗

8 ∗ ∗ f ∗

⎞
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⎟
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⎟
⎟
⎟
⎟
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⎟
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Large LS: sparsity in our two standard approaches: I.

Case I: SPD matrix and sparsity
column replication Ô⇒ graph dependence

⎛

⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜

⎝

1 2 3 4 5 6 7 8
1 ∗ ∗ ∗

2 ∗ ∗ ∗ ∗

3 ∗ ∗ ∗

4 ∗ ∗ ∗ f f

5 ∗ ∗ f ∗ f f

6 ∗ f ∗ f

7 ∗ ∗

8 ∗ ∗ f f f ∗ ∗

⎞

⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟

⎠

1

5

4

2 3

6 7

8

Subtree T (4) includes vertices 2, 3, 4; only these columns needed to
compute column 4
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Large LS: sparsity in our two standard approaches: I.

Case I: SPD matrix and sparsity: grid, matrix → graph
1
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⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜

⎝

∗ ∗ ∗ ∗

∗ ∗ ∗ ∗

∗ ∗ ∗ ∗ ∗

∗ ∗ ∗ ∗ ∗ ∗ ∗

∗ ∗ ∗ ∗

∗ ∗ ∗ ∗ ∗

∗ ∗ ∗ ∗ ∗ ∗ ∗

∗ ∗ ∗ ∗ ∗

∗ ∗ ∗ ∗

∗ ∗ ∗ ∗ ∗ ∗ ∗

∗ ∗ ∗ ∗ ∗

∗ ∗ ∗ ∗

∗ ∗ ∗ ∗

⎞

⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟

⎠
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Large LS: sparsity in our two standard approaches: I.

An example of a reordered matrix structure

1
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4
5
9
10
11
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13
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8

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜
⎝

∗ ∗ ∗ ∗
∗ ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗

∗ ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗

∗ ∗ ∗ ∗
∗ ∗ ∗ ∗

∗ ∗ ∗ ∗ ∗
∗ ∗ ∗ ∗ ∗ ∗ ∗ ∗

∗ ∗ ∗ ∗

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟
⎠
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Large LS: sparsity in our two standard approaches: I.

An example of a (recursive) tree structure
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Large LS: sparsity in our two standard approaches: I.

An example of a tree-based method: the multifrontal method

⎛
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎝

1 2 3 4 5 6 7 8
1 ∗

2 ∗

3 ∗ ∗

4 ∗ ∗ ∗

5 ∗

6 ∗ ∗ f ∗ ∗

7 ∗ f f f ∗

8 ∗ ∗ ∗ ∗

⎞
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎠

contributions to Schur complement are stored separately
submatrices flowing up-the-tree

24 / 77



Large LS: sparsity in our two standard approaches: I.

Multifrontal method: details

6, 7, 8

3, 4

1 2

5

a66 + v
(3)
66

v
(3)
76 a77 + v

(3)
77

a86 a87 a88 + v
(5)
88

l66
l76 l77
l86 l87 l88

a33 + v
(1)
33

a43 a44 + v
(2)
44

v
(1)
63 a64 + v

(2)
64 v

(1)
66 + v

(2)
66

v
(1)
73 v

(1)
76 v

(1)
77

l33

l43 l44

l63 l64 v
(3)
66

l73 l74 v
(3)
76 v

(3)
77

a11
a31 0
a61 0 0
a71 0 0 0

l11

l31 v
(1)
33

l61 v
(1)
63 v

(1)
66

l71 v
(1)
73 v

(1)
76 v

(1)
77

a22
a42 0
a62 0 0

l22

l42 v
(2)
44

l62 v
(2)
64 v

(2)
66

a55
a85 0

l55
l85 v

(5)
88
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Large LS: sparsity in our two standard approaches: II.

Solving indefinite system with K

A symmetric, but indefinite: it may not be possible to use diagonal
pivots (all of them can be zero).

A = (0 1
1 0
) .

Symmetry preserved by generalizing the LDLT factorization using as
pivots also 2 × 2 blocks.
It can be shown that this is sufficient and reasonably stable (in the
sense of the growth factor).
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Stability and ill-conditioning

Symmetric indefinite: example

A =
⎛
⎜⎜
⎝

1 1 0
1 δ 1
0 1 0

⎞
⎟⎟
⎠
=
⎛
⎜⎜
⎝

1 0 0
1 1 0
0 1 1

⎞
⎟⎟
⎠

⎛
⎜⎜
⎝

1 0 0
0 δ 1
0 1 0

⎞
⎟⎟
⎠

⎛
⎜⎜
⎝

1 1 0
0 1 1
0 0 1

⎞
⎟⎟
⎠
= LDLT .

Here D has one 1 × 1 block and one 2 × 2 block.
Consider the inverse of the 2 × 2 block

(a b

b d
)
−1

= 1
ad − b2 (

d −b

−b a
)

⇒ if ∣a∣, ∣d∣ small with respect to ∣b∣, 2 × 2 pivot may be used.
Balancing 1 × 1 and 2 × 2 pivots
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Stability and ill-conditioning

Indefinite factorization: classical scheme of symmetric partial pivoting

Keeping sparsity: to have a tolerable growth factor: sufficient to
check only two rows and columns of A

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜
⎝

d . . λ . . .

. . . . . . .

. . . . . . .

λ . . c . σ .

. . . . . . .

. . . σ . . .

. . . . . . .

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟
⎠

λ, σ: maximum absolute value in its row and column, respectively.

But, as one could expect, some other stability problems.
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Large LS

LS: what about one other approach?: QR factorization

A = (Q1 Q2)(
R

0
) = Q1R, Q = (Q1 Q2).

Q = (Q1 Q2) is orthogonal, R ∈ Rm×n is upper triangular.
QT b can formally be obtained by applying the QR factorization to
(A b) and storing Q can then be avoided.
QR is really different

▸ Able to get to the probable numerical rank much closer
▸ But, QR is difficult to use as a preconditioner.

Let us remind basic techniques to get the QR factorization (Givens,
Householder, omitting Gram-Schmidt)
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Large LS

Least squares: orthogonalization techniques

1. Givens rotations (GR)

A counterclockwise rotation of a nonzero vector w = (w1 w2)T ∈ R2

through an angle θ such that y2 of y = (y1 y2)T is zero.

G(w1
w2
) = (c −s

s c
)(w1

w2
) = (y1

y2
) = (d

0
) ,

where s = w2/d, c = −w1/d, d = ∥w∥2.

Can be expressed as a plane rotation in the extended space and used
then as a matrix transformation.
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Large LS

QR factorization: basic Givens rotations

If the two axes correspond to row indices i and j of A then the m×m

matrix G(i, j) given by

G(i, j) =

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜
⎝

i j

1 . . . 0 . . . 0 . . . 0
⋮ ⋱ ⋮ ⋮ ⋮

i 0 . . . c . . . s . . . 0
⋮ ⋮ ⋱ ⋮ ⋮

j 0 . . . −s . . . c . . . 0
⋮ ⋮ ⋮ ⋱ ⋮
0 . . . 0 . . . 0 . . . 1

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟
⎠

,

with 1’s on the diagonal except rows i and j.
Used to systematically eliminate in some order
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Large LS

Least squares: orthogonalization approaches

2. Householder reflectors (HR)
HR is a symmetric orthogonal matrix of the form H = I − βwwT , β is
a scalar, Householder vector w ≠ 0 satisfies
y =Hx⇒ ∣y1∣ = ∣∣x∣∣2, y2∶n = 0.
The application of a HR to the first column of A:

H(1)A =H(1) (a1 A1∶m,2∶n) = (I − β1w(1)(w(1))T ) (a1 A1∶m,2∶n) = (
R1,1 R1,2∶n

0 A(1)
) .

Extension to the full dimension and the sequence of HR:
A = QR, Q =H(1)H(2) . . . H(n) and R = A(n).
HR can be held explicitly or implicitly, can use Level 3 BLAS.
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H(1)A =H(1) (a1 A1∶m,2∶n) = (I − β1w(1)(w(1))T ) (a1 A1∶m,2∶n) = (
R1,1 R1,2∶n

0 A(1)
) .

Extension to the full dimension and the sequence of HR:
A = QR, Q =H(1)H(2) . . . H(n) and R = A(n).
HR can be held explicitly or implicitly, can use Level 3 BLAS.
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Large LS

GR and sparsity

GR and emphasizing sparsity patterns:

(Ai,i∶n
Aj,i∶n

) = (∗ ∗ ∗ ∗ ∗
∗ ∗ ) .

Applying G(i, j) gives

(c −s

s c
)(Ai,i∶n

Aj,i∶n
) = (∗ ∗ ∗ ∗ ∗ ∗

∗ ∗ ∗ ∗ ∗) = (
A′i,i∶n
A′j,i∶n

) .

Sparsity patterns of columns 2 to n satisfy the local merge rule:

S(A′i,i+1∶n) = S(Ai,i+1∶n) ∪ S(Aj,i+1∶n), 1 ≤ i ≤ n − 1.
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Large LS

Contemporary sparse QR: symbolic phase

However, the fill-in can be overestimated. Consider a, b ≠ 0

⎛
⎜⎜
⎝

∗ a b

∗ ∗ ∗
∗ ∗ ∗

⎞
⎟⎟
⎠
→
⎛
⎜⎜
⎝

∗ c′ca c′cb

sa sb ∗ ∗
s′ca s′cb ∗ ∗

⎞
⎟⎟
⎠

First step: apply G(2, 1) with c, s to eliminate the (2, 1) entry.

Second step: apply G(3, 1) with c′, s′ to eliminate the (3, 1) entry.
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Large LS

Contemporary sparse QR: symbolic phase

However, the fill-in can be overestimated. Consider a, b ≠ 0

⎛
⎜⎜
⎝

∗ c′ca c′cb

sa sb ∗ ∗
s′ca s′cb ∗ ∗

⎞
⎟⎟
⎠
→
⎛
⎜⎜
⎝

∗ a b

c′′sa − s′′s′ca c′′sb − s′′s′cb ∗ ∗
s′′sa + c′′s′ca s′′sb + c′′s′cb ∗ ∗

⎞
⎟⎟
⎠

.

Then, eliminate the fill-in at (3, 2) by rotation with c′′, s′′.
We have s′′sa + c′′s′ca = 0.
But this a nonzero multiple of the entry s′′sb + c′′s′cb at (3, 3),
independently of nonzero values of a and b.
The row merge rule is not able to predict that the (3, 3) entry also
always becomes zero.
Overestimation. Sparsity spread is more complicated. HR similarly.
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Large LS

Contemporary sparse QR: another possibility for symbolic QR
We know that

AT A = LLT = (QR)T QR = RT QT QT R = RT R

Cholesky factorization is unique ⇒ S(R) = S(LT ).
However, this can again lead to an overestimate. Consider

A =
⎛
⎜⎜⎜⎜
⎝

∗ ∗ ∗
∗
∗
∗

⎞
⎟⎟⎟⎟
⎠

.

AT A is dense and S(L) is thus predicted to be dense.
QR of A: only eliminating the (4, 3) entry. Givens rotation for the
last two rows of A does not add any fill-in and S(R) = S(A1∶3,∶).
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Large LS

Contemporary sparse QR: another possibility for symbolic QR

Lemma

S(R) ⊆ {prediction of S(R) based on row merge rule } ⊆ {prediction of
S(R) based on AT A}.

Equalities for strong Hall (SH) matrices: every set of k columns
(1 ≤ k < n) has nonzeros in at least k + 1 rows.
For an overdetermined A, there exists the Dulmage-Mendelsohn
(DM) decomposition: A1 square, A3 SH overdetermined

P1AP2 = (
A1 A2
0 A3

) , P1 and P2 are permutation matrices

Possible to predict R by local merge rule or using AT A.
But, of limited use: endangered by rank deficiency
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Large LS

Contemporary sparse QR: row order of A to minimize IF

What else?
The row order for systematic elimination: does not influence S(R),
but influences IF

A =

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜
⎝

∗ ∗ ∗
∗
∗
∗
∗
∗

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟
⎠

, PA =

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜
⎝

∗
∗
∗
∗ ∗ ∗
∗
∗

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟
⎠

.

Eliminating the (2, 1) and (3, 1) entries using GR G(1, 2) and
G(1, 3), there is intermediate fill-in in all remaining columns. §
If rows 1 and 4 of A are exchanged (PA): this fill does not occur.
Heuristic algorithms to find a suitable row ordering needed.
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Large LS

Contemporary sparse QR: row order of A: simple patch

Algorithm
1: Find first and last indices of nonzeros: fi(A) and li(A) for row i

2: Order the rows by increasing fi(A).
3: for k = 1 ∶maxi fi(A) do
4: Order all rows with fi(A) = k by increasing li(A)
5: end for

Like

A =

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜
⎝

1 2 3 4
1 ∗ ∗
2 ∗ ∗
3 ∗ ∗ ∗
4 ∗ ∗
5 ∗ ∗ ∗
6 ∗ ∗ ∗
7 ∗ ∗

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟
⎠

.
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Large LS

Contemporary sparse QR: row merge tree

Generalisation GR to merging triangular submatrices.
Illustrating the basic principle

A =

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜
⎝

1 2 3 4
1 ★ ★
2 ★ ★
3 ★ ★ ★
4 ★ ★
5 ★ ★
6 ★ ★ ★
7 ★ ★

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟
⎠

.

Let A1: comprises rows 1, 2, 3 and columns 1, 3, 4 of A; A2 comprises
rows 4, 5, 6 and columns 2, 3, 4.
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Large LS

Contemporary sparse QR: row merge tree

Illustrating the basic principle

A =

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜
⎝

1 2 3 4
1 ★ ★
2 ★ ★
3 ★ ★ ★
4 ★ ★
5 ★ ★
6 ★ ★ ★
7 ★ ★

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟
⎠

.

Let A1: comprises rows 1, 2, 3 and columns 1, 3, 4 of A; A2 comprises
rows 4, 5, 6 and columns 2, 3, 4.
Perform A1 = Q′1R′1, A2 = Q′2R′2. (independently)
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Large LS

Contemporary sparse QR: row merge tree

Extending Q′1 to Q1 and Q′1 to Q2 we have

A = Q1Q2

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜
⎝

★ ★ ★
★ ★
★

★ ★ ★
★ ★
★

∗ ∗

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟
⎠

.

The row A7,1∶4: unchanged yet (its nonzeros start in column 3).
Next: merge step: permute the rows of the partial transformation as
follows
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Large LS

Contemporary sparse QR: row merge tree

The remaining rows are just order by the row order algorithm above
(or its variant) using their fi. to give

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜
⎝

1 2 3 4
1 ★ ★ ★
4 ★ ★ ★
2 ★ ★
5 ★ ★
7 ∗ ∗
3 ★
6 ★

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟
⎠

.

And continue in this way
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Large LS

Contemporary sparse QR: row merge tree

The precedence relations among the computed triangular factors of
such blocks of rows are determined by S(R): by the factor of AT A

That is: determined by precedence rules from the elimination tree
T (AT A).

And again: procedure based on dense processing guided by a tree.
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Large LS

Contemporary sparse QR: multifrontal QR factorization

Example of the QR multifrontal method

A =

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜
⎝

1 2 3 4 5 6 7 8
1 ∗ ∗
2 ∗ ∗
3 ∗ ∗ ∗
4 ∗ ∗
5 ∗ ∗
6 ∗ ∗
7 ∗ ∗
8 ∗ ∗
9 ∗ ∗
10 ∗ ∗

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟
⎠
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Large LS

Contemporary sparse QR: multifrontal QR factorization

6, 7, 8

3, 4

1 2

5

a86 a88
a97 a98

r
(3)
36 r

(3)
37

r
(3)
47

r66 r67 r68
r77 r78

r88

a10,3 a10,4

a54 a56

r
(1)
23 r

(1)
26 r

(1)
27

r
(1)
66 r

(1)
67

r
(2)
44 r

(2)
46

r33 r34 r36 r37

r44 r46 r47

r
(3)
36 r

(3)
37

r
(3)
47

a11 a13
a21 a27
a61 a66

r11 r13 r16 r17

r
(1)
23 r

(1)
26 r

(1)
27

r
(1)
66 r

(1)
67

a32 a34 a36
a42 a46

r22 r24 r26

r
(2)
44 r

(2)
46

a75 a78 r55 r58
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Overview

1 The linear least squares (LS) problem and two approaches

2 Sparsity

3 Sparsity in our two approaches

4 The third approach: QR factorization

5 Problem of dense substructures

6 Looking for hidden dense substructures

7 An example of processing dense substructures: matrix stretching

8 Conclusions
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Large LS

Least squares: problematic aspects: what about now?

Structurally (sparsity point of view): normal equations still exploited
also in the QR factorization:

AT A = (Q1R)T Q1R = RT (QT
1 Q1)R = RT R,

Being not happy from the sparsity pattern of AT A: we have to go
deeper into the way how the sparsity pattern of AT A is obtained.

A

A A
T

Observed in both AT A and K. 49 / 77
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Hidden dense substructures

Trying to understand difficulties from structural point of view

Denote rows of A by ak, k = 1, . . . , n. Then (adding rank-one terms)

AT A =
n

∑
k=1

akaT
k , A =

⎛
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎝

1 2 3 4 5 6
⋮ ⋮ ⋮ ⋮ ⋮ ⋮ ⋮

i ∗ ∗ ∗ ∗

⋮ ⋮ ⋮ ⋮ ⋮ ⋮ ⋮

⋮ ⋮ ⋮ ⋮ ⋮ ⋮ ⋮

j ∗ ∗

⋮ ⋮ ⋮ ⋮ ⋮ ⋮ ⋮

⎞
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎠

AT A = . . .←→↕

⎛
⎜
⎜
⎜
⎜
⎝

1 2 4 6
1 ∗ ∗ ∗ ∗

2 ∗ ∗ ∗ ∗

4 ∗ ∗ ∗ ∗

6 ∗ ∗ ∗ ∗

⎞
⎟
⎟
⎟
⎟
⎠

←→↕ . . .←→↕ (

2 4
2 ∗ ∗

4 ∗ ∗
) ←→↕ . . .

Structurally, we do not need the term ajaT
j .
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Hidden dense substructures

Trying to understand difficulties from the structural point of view

In graph terminology, structurally we are adding cliques

AT A = . . .←→↕

⎛
⎜
⎜
⎜
⎜
⎝

1 2 4 6
1 ∗ ∗ ∗ ∗

2 ∗ ∗ ∗ ∗

4 ∗ ∗ ∗ ∗

6 ∗ ∗ ∗ ∗

⎞
⎟
⎟
⎟
⎟
⎠

←→↕ . . .←→↕ (

2 4
2 ∗ ∗

4 ∗ ∗
) ←→↕ . . .

And elimination in the subsequent Cholesky factorization of AT A is
very similar (remember the multifrontal method).
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Hidden dense substructures

Normal equations, factorization and implications for us

Solving LS means structurally two layers of cliques
A simple case: solve the problem caused by a small set of large
cliques of A implied by a set of dense rows in A.
We call this problem sparse-dense
Instead of considering the sparse problem with update, we consider
integrated approaches.
Notation for the mixed sparse-dense problem: sparse problem with a
few dense rows (structurally a clique)

A = (As

Ad
)

C = (AT
s AT

d )(
As

Ad
) = AT

s As +AT
d Ad ≡ Cs +Cd

▸ As ∈ IRms×n is sparse, Ad ∈ IRmd×n is dense, (ms ≫md).
▸ Full column rank of A (not necessarily of As)
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Various approaches to attack dense substructures

Selected approaches

1 Splitting large cliques (Scott, T., 2019, 2021) (treated here)
▸ Based on the concept of extending the problem of matrix stretching

(Scott, T., 2019)
▸ Hoping to get overall “uniform problem sparsity”
▸ Traps on the way: size increase / ill-conditioning
▸ Attempts with QR factorization in extended space (Scott, T. 2021)

2 Other approaches possible:
▸ Null-space approach
▸ Combining preconditioner from sparse and dense parts of A
▸ Schur complement approach

3 More details on these other approaches in our recent papers.

All mentioned approaches have specific strengths, weaknesses and a
potential to be further developed.
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Overview

1 The linear least squares (LS) problem and two approaches

2 Sparsity

3 Sparsity in our two approaches

4 The third approach: QR factorization

5 Problem of dense substructures

6 Looking for hidden dense substructures

7 An example of processing dense substructures: matrix stretching

8 Conclusions
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Splitting large cliques - matrix stretching

The problem is augmented both by rows and columns (in order to
provide an equivalent problem).

This strategy called stretching discussed (among others) by Grcar
(1990), Vanderbei (1991), Gondzio (1991), Alvarado (1997), Adler
(2000), Adler, Björck (2000), Duff, Scott (2005).
Our contribution is in the choice of the splitting 56 / 77
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Matrix stretching

An example of one-row stretching

(Ase Asf

e f
) Ð→

⎛
⎜⎜
⎝

Ase Asf 0√
2 e 0 1
0

√
2 f −1

⎞
⎟⎟
⎠

The principle behind: splitting and an orthogonal transformation
(Givens rotation) that keeps the LS problem equivalent.
The transformation can be used for more rows and more parts
But, there are problems with stretching. The first of them: how many
parts? Grcar (1990):“ the main challenge ... lies in determinining the
appropriate choice of the number of rows ... to split into ... ”
Our answer: Dense cliques should be compatible with the remaining
(sparse) part As of A.
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2. Matrix stretching

How to do this: back to cliques

AT A =
n

∑
i=1

aia
T
i , ai, i = 1, . . . , n are rows of A.

What if a pattern of a row aj is contained in the pattern of a row ai

(dominated by ai)?
⇒ Pattern of aj (the resulting clique) is not needed to get the
pattern of AT A.

A =

⎛
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎝

1 2 3 4 5 6
⋮ ⋮ ⋮ ⋮ ⋮ ⋮ ⋮

ai ∗ ∗ ∗

⋮ ⋮ ⋮ ⋮ ⋮ ⋮ ⋮

aj ∗ ∗

⋮ ⋮ ⋮ ⋮ ⋮ ⋮ ⋮

⎞
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎠

, Â ∶ A without the row aj

AT A and ÂT Â have the same sparsity patterns.
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Matrix stretching

The idea: split aj into (noncontiguous) subvectors dominated by rows
in As!

⎛
⎜⎜⎜⎜⎜⎜⎜⎜⎜⎜
⎝

1 2 3 4 5
∗ ∗

∗
∗ ∗ ∗

∗ ∗
∗

aj ∗ ∗ ∗ ∗ ∗

⎞
⎟⎟⎟⎟⎟⎟⎟⎟⎟⎟
⎠
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Covering a row by other rows can be casted as a minimum cover problem
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Matrix stretching

Finding segments to be stretched: can be formulated as vertex cover
of a related bipartite graph
There are efficient heuristics to do this.
Segments made to be disjoint.

row nodes connected to their column nonzeros

1 2 3 4 5

1 2 3 4 5

clique column nonzeros
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Matrix stretching

Cover-based splitting versus "random" splitting
Red dot means the result for the set cover-based stretching
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Figure: Comparison of the entries in the stretched normal matrix (left) and its
Cholesky factor (right) for problem LP_AGG with one dense row appended.
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Matrix stretching

Figure: For problem LP_AGG with one dense row appended, the sparsity pattern of
L̂ + L̂T of the Cholesky factor of the stretched normal matrix for ad hoc
stretching (left) and set cover-based stretching (right).
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Matrix stretching

The sizes really transfer into the iteration counts
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Figure: Comparison of the iteration counts (left) and preconditioner size (right)
for the matrix LPAGG. The curve corresponds to the number of entries varying
with the number of parts into which is the dense row stretched. CGLS
preconditioned by HSL_MI35.
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Matrix stretching

Problems with ill-conditioning

Ill-conditioning in practice is in agreement with (non-optimistic)
theoretical bounds.
Adlers-Björck theory (see Adlers, Björck, 2000; Scott, T., 2019)

Theorem
An upper bound for the condition number of the stretched matrix (p
stretched rows, k parts) Â with γ = 1/2

√
p k∣∣Ad∣∣2 is

κ2(Â) ≤ κ2(A)k (1 + 2 p k∣∣Ad∣∣22
∣∣A∣∣22

)(k + 1 + σn(A)2
∣∣Ad∣∣22

) .

Do we really need to stretch everything?
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Matrix stretching

Condition number increase when stretching more rows
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Figure: Condition number estimate (right) and iteration count (left) for problem
sctap1-2b as the number of dense rows increases.

Do we really need to stretch everything (hide all nasty cliques)?
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Do we really need to stretch everything (hide all nasty cliques)?
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Matrix stretching

What can be done?
Open questions, partial answers in Scott, T., 2021.

aj → F , A→ (Â
F
)

Splitting F to more rows and stretching

(Â
F
) Ð→ (Â 0

F̂ S
)

ST S is (scaled) tridiag (−1 2 −1)
Saddle-point treatment?, approximate stretching?
A related idea for sparse QR factorization next ...
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(Â
F
) Ð→ (Â 0
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Stretching and QR

QR factorization for an unstretched system (A→ R)
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Stretching and QR

QR factorization for stretched system (A→ R)
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⎠
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Partial stretching versus Schur complement approach

A variation of stretching for rank-deficient problems: stretch only the
rows needed to have As full column rank.

Matrix Meth m̃ ñ nnz(R̃s) flops its ratio

aircraft PStr 10517 6754 4.719×104 9.33×105 9 4.947×10−12

Regu 11271 3754 3.754×103 3.37×104 7 5.476×10−7

sc205-2r PStr 64023 36813 3.175×105 8.25×106 6 9.983×10−9

Regu 97636 35213 2.704×105 1.21×107 7 1.002×10−8

scagr7-2b PStr 15127 11023 1.186×105 5.03×106 7 2.129×10−12

Regu 23590 9743 6.027×104 3.67×106 8 3.979×10−9

scagr7-2br PStr 50999 37167 4.673×105 1.88×107 7 1.046×10−10

Regu 79526 32847 2.273×105 1.28×107 8 3.470×10−8

scrs8-2r PStr 32820 19493 4.242×105 4.66×107 7 3.311×10−12

Regu 42055 14364 8.200×104 2.84×106 16 3.532×10−7

Significantly better (quality) than just regularization (and the Schur
complement approach)
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Conclusions

LS: different approaches. Far from full understanding
QR is really different, more tempting. There are links between solving
normal equations and QR (not shown here)
New codes for solving indefinite systems with the intention of solving
LS has to be developed
Getting close to exploit dense structures inside sparse AT A/K?
Stretching - a cute idea but needs to be developed
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Last but not least

Thank you for your attention!
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